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Abstract

Traditionally, the only choice a software engineer had was closed source commer-
cially, or in-house, developed real-time operating systems. Similarily, in the aca-
demic world several experimental real-time operating systems have been devel-
oped.

During the course of the last decade a new operating system and a new soft-
ware development model has been gaining momentum. The Linux operating system
has paved the road for the Open Source model of software development.

The freely available Linux operating system, combined with the expert knowl-
edge of real-time systems within academia, have recently given birth to several
Linux based real-time operating systems. Some of which have proven to be viable
alternatives to the commercial ones.

RTLinux, RTAIL, KURT, and RED-Linux are the four real-time Linux based oper-
ating systems which have been examined. RTLinux, originating from New Mexico
Institute of Technology, is a hard RTOS characterised by a stand-alone real-time
kernel running the standard Linux kernel as its lowest priority task. Similar in op-
eration is RTAI, developed at Politecnico di Milano, which in addition employs an
abstraction layer between the two kernels. As opposed to the two former hard real-
time operating systems, KURT as well as RED-Linux are soft RTOSs. In the latter
two cases the standad Linux kernel has been enhanced with real-time capabilities.

Our contributions consists of an investigation of the four mentioned RTOSs
and an implementation of a modular scheduler for RTLinux. The implementation is
mainly concerned with the separation of the scheduling policy from the scheduling
module in RTLinux, making it a separate interchangable module. This simplifies
the development of various scheduling algorithims in RTLinux.

Included in the appendix are, not only a complete listing of our modifications
to the source code, but also a glossary of acronyms and abbreviations. Moreover,
we also provide an installation manual for RTLinux as well as a cross compiler tuto-
rial. The installation manual covers topics such as retreiving necessary components,
installing, configuring the real-time kernel and running the bundled examples. The
cross compiler tutorial is a short description of how to build and use a cross devel-
opment environment for an embedded system.
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Sammanfattning

Ur ett traditionellt perspektiv har progamvaruingenjorens hittills enda val vid utveck-
ling av realtidssystem varit komersiella eller egenutvecklade realtidsoperativsystem.
Samma problem har ocksé funnits i den akademiska varlden dar ett flertal experi-
mentella realtidsoperativsystem utvecklats.

Under loppet av det senaste artiondet har ett nytt operativsystem och tillika
utvecklingsmodell fatt fotfaste. “Open Source”-operativsystemet Linux har visat
vagen for hur denna modell kan anvindas vid mjukvarutuveckling.

Det fritt tillgdngliga operativsystemet Linux kombinerat med den akademiska
expertisen inom realtidssystem har gett upphov till flera Linux-baserade realtidsop-
ertivsystem. Av vilka ndgra har visat sig vara konkurrenskraftiga alternativ till de
kommersiella.

RTLinux, RTAI, KURT och RED-Linux ir de fyra realtidsoperativsystem baser-
ade pd Linux som har undersokts. RTLinux, frin New Mexico Institute of Tech-
nology, &r ett hart RTOS vilket karatériseras av en separat realtidskdrna dér Linux
exekverar som den l4gst prioriterade processen. RTAI, som &r utvecklat vid Politec-
nico di Milano, fungerar pa ett liknande sitt men har dven ett abstraktionslager
mellan de tva kdrnorna. Till skillnad fran de tva tidigare harda realtidsoperativsys-
temen 4r KURT och RED-Linux att kategorisera som mjuka RTOS. I de tvé senare
fallen har den ursprungliga Linux-kdrnan utokats med realtidsegenskaper.

Vart bidrag bestir av en undersokning av de fyra nimda realtidsoperativsys-
temen samt en implementation av en moduldr schemaldggare till RTLinux. Im-
plementationen ér till storre delen fokuserad kring separerandet av schemalédggn-
ingsbesluten fran sjilva schemaldggningsmodulen. Genom att flytta besluten till en
separat modul underlattas utveklingen av olika typer av schemléggningsalgoritmer
under RTLinux.

Appendixet innehéller, inte bara en komplett listning av vira modifieringar av
kallkoden, utan ocksé en ordlista 6ver akronymer och férkortningar. Vidare tillhan-
dahéller vi dven en installationsmanual for RTLinux samt en kort handledning till
hur man bygger en utvecklingsmiljé for inbyggda system under Linux.
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Chapter 1

Introduction

In a not so distant past the only real-time operating systems, RTOSs, available were
expensive commercially developed closed source products. Today, a range of free
open source RTOSs based on the popular Linux[15] operating system are emerging.

The significant difference between the two worlds is of course the freely avail-
able source code in the open source operating systems, and in the commercial ones
the existence of complete integrated development environments. However, compa-
nies like Zentropix Inc.[17] and FSMLabs LLC.[27] are changing the scene in the
latter case by supplying an ever growing set of free design utilities and applications
for the real-time Linux community.

The purpose of this report is to evaluate four currently existing Linux-based
real-time operating systems according to a set of criteria defined from both scientific
and industrial requirements. The result will determine which real-time Linux OS
that will be used for further studies, i.e. during the remaining part of our thesis.

1.1 What is Real-Time?

Real-Time is one of many popular buzzwords in the computer industry today. It can
have very different meanings depending on the specific context. But what does it
really mean?

To be concise; “A real-time system is one in which the correctness of the system
depends not only on the logical results, but also on the time at which the results are
produced.”[41]

In computer science, real-time systems are usually divided as systems that ex-
hibit either soft or hard timing constraints. Examples of soft real-time are playback
of, or streaming of video or sound, which needs a certain guaranteed bandwidth to
ensure performance. These systems can often tolerate a certain loss in timing with-
out any noticeable degradation of performance. Examples of hard real-time are
control systems for jet engines or heart-lung machines and ventilators in hospitals.
L.e. ’soft’ means that the timing requirements are not as crucial when compared to
hard real-time systems.

A further extension to the definition of a real-time system could be: “If incorrect
operation of a system can lead to loss of life or other catastrophes it is called a safety
critical system.”[41]

A real-time system should respond in a timely and predictable manner to exter-
nal events, i.e. have bounded worst case response times. To meet this requirement
a couple of basic properties must be defined: the concepts of deadline and response
time, i.e. meeting deadlines and responding to and, efficiently, handling more than
one task simultaneously. When an interrupt arrives it will not be unnecessary de-



layed by the system or by other tasks. This is also referred to as interrupt latency.

In real-time systems, the concept of missing a deadline is considered a severe
fault, which in a safety critical system can lead to disastrous consequences. In
contrast, a word processor reacting slowly to user input is performance challenged
rather than faulty. The latter can probably be solved by using a faster processor.
However, using a faster processor will not necessarily solve the problem of missing
deadlines.

The last statement needs perhaps a bit of explaining. Ordinary operating sys-
tems are designed to provide an, on average, high performance. Temporary delays,
and sometimes even complete freezes, are considered acceptable in such systems.
Such delays, that can lock up the hardware, occurrs when the the kernel switches
between processes, or during kernel system calls monopolising the CPU.

Real-time systems cannot allow sudden freezes or delays in execution. Guaran-
teed timely execution and bounded response times are essential for correct system
function. Merely reducing the latency, when responding to external events, by using
a faster CPU is not enough if the OS itself on occasion stalls indefinitely.

1.1.1 Soft Real-Time

In soft real-time missing deadlines is still important but not considered to be a
critical issue. The characteristics of a soft real-time system is that it on average
manages to meet its deadlines.

For example, consider the playback of a motion video on your screen, during
which you perhaps want to do some major background compilation job, such as
compiling the Linux kernel. You may notice occasional frame loss or image freeze,
and even longer periods if you try to start your favourite web-browser at the same
time. This is due to the fact that the system cannot provide any guarantees for the
offered system services, also known as quality of service, QoS.

Soft Hard
L [ T 1

User

Interface < > C@ﬁﬁg}

Figure 1.1: Real-time spectrum.

1.1.2 Hard Real-Time

In hard real-time systems average case performance is not enough. Guarantees for
maximum response time and the ability to keep task deadlines is crucial.

Failure to meet these requirements are considered to be disastrous and could,
in a safety-critical system, lead to loss of vast amounts of money or even human
life! Examples of hard real-time systems are: the shut-down sequence of a reactor
at a nuclear power plant, ventilator equipment and other life support systems for
medical use, automotive control systems such as anti-lock breaks, engine control
etc.

In computer systems today, techniques such as cache memory, multi-level pipelined
processors with sophisticated branch prediction schemes are very common. These
techniques make the construction of predictable real-time operating systems almost
impossible - in fact, many RTOSs today choose to disable these features in exchange



for predictability. Therefore the RTOS may appear to be slower than a general pur-
pose OS.

1.2 What is Real-Time Linux?

Real-Time Linux[25] represents the expanding industrial and scientific use of the
Linux[15] operating system for real-time applications and real-time systems. Linux,
as well as the evaluated RTOSs, are all released under the GNU General Public
License[9], GPL, a free open-source[18] software license.

The problem with most general purpose operating systems today, including
Linux, is that they are optimised for average case performance, giving each process
a fair amount of CPU time. However, when dealing with real-time systems this
approach is not optimal, precise timing and predictable performance is more vital
than average case performance.

There are mainly two approaches today aiming to achieve these objectives. The
first one uses a small real-time executive which runs the Linux kernel as its lowest
priority task. The second approach is to add more kernel preemption points and
increased timer resolution, hence reducing the overall latency of the system.

1.3 What is Embedded Linux?

In wider terms, embedded systems are programmable devices or systems which are
used to control or monitor things like processes, machinery, environments, equip-
ment, and communications. These systems are in general running operating sys-
tems with a very small footprint on memory. Embedded systems may or may not
have real-time constraints.

The standard Linux kernel has extensive support for different hardware plat-
forms. However, the memory requirements are rather large in comparison to other
commercial or specifically optimised systems. To alleviate this problem several
projects have evolved to facilitate a sufficiently scalable Linux system. Some of
which are;

e The ELKS Project[37] and
e Lineo Embeddix[13], formerly Caldera Thin Clients.

e The VMELinux Project[36] - Linux for the VME bus. A project from Chesa-
peake Research[35].

Other aspects of embedded systems are, for instance, availability, serviceability
and the price vs. performance ratio. Embedded system manufacturers, like Mo-
torola Inc.[11] and others, are addressing these issues. One such project is the High-
Availability Linux, HA-Linux, project at Motorola, where support for hot-swappable
CompactPCI devices and similar hardware features are added to Linux. Another
project, also concerned with high availability, is the JFS, Journaling File System,
from IBM, similar to the NTFS file system in Windows NT. The logging capabilities
of JFS can dramatically reduce the recovery time and maintain data consistency af-
ter unexpected power failures, compared to the standard Ext2 file system in Linux
today.






Chapter 2

Real-Time OS Criteria

2.1 Preface

When deciding which real-time operating system to use there are some issues to
take into consideration, both about the OS itself and the environment. To evaluate
the different real-time Linuces that exist today we have set up a few evaluation
criteria.

2.2 General

Hard & Soft Tasks — RTOS capability of handling hard or soft real-time tasks, or
both.

Time/Event Triggered - Isthe RTOS a time or event triggered system? In a time-
triggered system, all activities are done at certain points in time knowna ri ri
where all nodes have a common notion of time. In event-triggered systems all
activities are simply responses to external events.

Task Model — What kind of task model does it have, and what kind of constraints
if any does this imply on the tasks? E.g. fixed number of tasks in the system,
inability to add tasks at run-time, etc.

Timing Constraints — What kind of tasks can the RTOS handle? Does it support
eri i,aeri i ands ra i tasks?

Design — Is it a complete stand-alone OS or a complementary real-time kernel?
The latter often implies separation of the application in a real-time part and a
non-real-time part.

Regarding timing constraints; Periodic tasks are tasks with completely known
timing requirements, which are activated periodically. Aperiodic tasks are not
known at all, i.e. unknown external events that can arrive at any point in time.
Finally, sporadic tasks are aperiodic tasks with the additional constraint that there
exist a minimum inter-arrival time between task activations[41].

2.3  chedulabilit

Guarantees — How does the OS provide guarantees for task completion and exe-
cution? Is it based on proof, testing or belief, or perhaps no guarantees at
all?



Response Time - Guaranteed, bounded, response times?

Latency — The delay between stimuli and response. As always, bounded latency.
Latency covers many different aspects, such as interrupt latency, task dispatch
latency, etc.

Supported aradigms — Time, share or priority driven scheduler? Schedulers are
often optimised for different purposes, such as: timing, bandwidth etc.

Schedulers - Support for several different schedulers? Support for change of op-
erating modes at run-time?

2. ri er su rt in the real-time ernel

e Communication drivers, interrupt response time.
e A/D drivers for data acquisition boards and similar.

e New drivers, implementation difficulty level and methodology?



Chapter 3

RTOS Evaluation

During the course of this evaluation we have looked at four different implementa-
tions of a real-time Linux. They are all products sprung from research projects at
various Universities in both the U.S. and in Europe.

The four candidates we have reviewed are: RTLinux from New Mexico Tech.,
RTAI from Politecnico di Milano, KURT from Kansas University and RED Linux from
University of California, Irvine. There exist other similar projects, however, none
of which seemed mature enough to be further investigated. For instance, ART-
Linux[19], a hard real-time Linux developed at the Life Electronics Research Center
in Japan. The major obstacle with this one was that all the documentation was in
Japanese .

Each section of the evaluation begins with a short presentation of the RTOS
consisting of the background and history followed by a brief review of the design
and implementation. The chapter is ended with a summary of our impressions in
the form of a conclusion.

3.1 RTLinux

RTLinux eal-Time i is an extension to the Linux operating system designed
to handle time-critical tasks. In essence RTLinux is a small real-time executive that
runs the Linux OS as just another task — in fact, as its lowest priority task.

Linux is made completely preemptable and can, if necessary, be disabled en-
tirely in order to dedicate the CPU to the more important real-time tasks. This
approach makes it possible to make use of all the facilities of standard Linux, such
as -window, networking, development environment etc.

.1.1 ac ground Histor

RTLinux was developed at the department of computer science at the New Mexico
Institute of Technology, Socorro NM, by Victor Yodaiken and Michael Barabanov[47].
The original reason for the development of RTLinux was, as it often is in the world
of science, the lack of money to buy a commercial RTOS[10].

Since real-time and general purpose operating systems have contradictory de-
sign goals, it is not surprising that what is optimal in the latter can be less desirable

http://babel fish.altavista.com
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in the former. The solution applied by RTLinux is the same as in an old experimen-
tal OS, from AT&T’s Bell Labs, called MERT[29]. It’s primary design principle was:
“If a service or operation is inherently non real-time, it should be provided by the
standard OS and not by the real-time components”[48]. A philosophy inherited by
RTLinux.

Other important design aspects were to keep the system small, transparent,
modular and yet extensible. Transparent means no black boxes and total determin-
ism. Modular aims at providing simple services as building blocks for a growing
system. The most basic RTLinux configuration supports high frequency interrupt
handling and basically nothing else[48].

.1.2 esign Implementation

Adapting the Linux kernel to become a completely preemptable real-time kernel
with low interrupt latencies would involve major restructuring of the kernel, almost
like writing a new one. The RTLinux approach is a more simple and elegant solution
which makes the RTLinux kernel flexible enough to keep up with the concurrent
development of the standard Linux kernel.

Most operating systems, including Linux, disable interrupts in critical sections
of the kernel to, amongst other things, achieve synchronisation. This means that
the kernel is non-preemptive and tasks running in kernel mode cannot be forced to
give up the processor to another task, no matter the priority. To be able to guar-
antee the temporal behaviour of real-time tasks, the designers of RTLinux simulate
this interrupt disable/enable feature and are thereby fooling the Linux kernel into
becoming completely preemptable.

Application Level

System calls, POSIX |

Linux Kernel
Drivers ‘ /) OS Leve
S ~ ;
S , “/
RTLinux Kernel s Iods
110 Inux Kern Scheduler Interrupt

,,,,,,,,,,,, N fiwerws | /S
Hardware Level

Computer Hardware

Figure 3.1: RTLinux Implementation.

Since the standard Linux kernel runs as the lowest priority task it can freeze
up for long periods of time. This is because the CPU is busy handling the real-time
kernel tasks.

All interrupts are caught by the real-time kernel and passed on to the Linux
kernel when no real-time tasks are scheduled to execute. Therefore the interrupts
are always available to the real-time kernel while still allowing Linux to disable
them as needed. However, the real-time kernel in itself is not preemptable, but its
routines are supposedly small and fast enough to not cause any significant delays
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in themselves.

The default scheduler supplied with RTLinux is a preemptive fixed priority
scheduler, for previous versions of RTLinux there exist other scheduling modules,
such as Earliest Deadline First and Rate Monotonic. This modularity makes RTLinux
flexible enough to support both the time and event triggered paradigms. The
interrupt latency and the scheduling jitter are reportedly “close to the hardware
limits”[2], at least on the Intel x86 platform which is the most tested this far.

The current version supports the POSI  API by implementing the “Minimal
Realtime System Profile” mentioned in the POSI P1003.13 draft 9[48]. This is
mainly because of a desire to standardise on an API that is accepted in the industry.
Which will of course also mean easier application transitions to an RTLinux system
from existing commercial ones.

1. haracteristics eatures

e Support for POSI 1003.13 “single process/minimal real-time system” profile.
e Dynamic exchange of scheduler at runtime.

e The only real-time Linux with support for other architectures, v3.0 supports
the PowerPC and Alpha architectures, as well as the Intel x86.

e IPC, through Shared memory.
e IPC, through dedicated Linux devices, RT-FIFOs.

e Improved timer resolution.

Full support for SMP based systems.

Real-Time tasks cannot communicate directly with the Linux processes or make
use of the Linux kernel services, since this would impose unbounded timing con-
straints, instead RTLinux provides functions for both shared memory and FIFO
queues as a means of communication and synchronisation. The FIFO queues are
implemented as standard uni-directional Linux devices accessible by any Linux pro-
cess. The shared memory driver implements the simple “message board” principle.

The real-time tasks, as well as all kernel-contained data, are never swapped to
disk, which eliminates the problem of unbounded response times.

A real-time scheduler is in great need of a fine grained timer. This is provided
in RTLinux through the reprogramming of the separate timer chip , which exist in
some form in all Intel x86-based computers. This provides both periodic as well as
one-shot timers.

As of version 3.0 of RTLinux, support for the PowerPC and Alpha architectures
is included, extending the focus on the embedded systems market as well.

1. Summar

The RTLinux distribution comes bundled with a very good, descriptive documenta-
tion as well as a complete a e le for building and installing. This is a re-occurring
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theme that can be noticed in all versions from v.1.0 to the latest v.3.0. Both patch-
ing, building the kernel and also compiling and running the included examples was
a breeze using the accompanying documentation.

On none of the different computer systems, ranging from old i486’s to Pen-
tium II:s, have we experienced any problems whatsoever with any of the RTLinux
versions. This conveys a feeling of stability, reliability and maturity.

RTLinux is the oldest, most thoroughly tested, and probably the most reliable
real-time Linux encountered during this evaluation. We say ’probably’ because there
does not exist any in-depth comparative studies of all the available real-time Linux
RTOSs yet.

3.2 RT

RTAI is a close relative of RTLinux, mentioned earlier, which also is a hard real-
time version of Linux. It uses the model of a hardware abstraction layer, HAL, to
interact with the rest of Linux. As well as in RTLinux, RTAI is a real-time executive
that actually resides outside of the Linux kernel. In fact, the idea is to be able
to use any real-time kernel for real-time operations interacting with the HAL. One
such suitable real-time kernel is eCos[14] from Red Hat Software formerly Cygnus
Inc. .

.2.1 ac ground Histor

It all started back in late 1996 when members of the DIAPM in Milano, led by
Paolo Mantegazza, sought to implement their idea of a real-time abstraction layer,
an RTHAL for Linux — Real-Time Hardware Abstraction Layer.

The idea in itself is very simple and intuitive. It is an approach used by many
others to add real-time functionality to existing operating systems. However, this
was not easily achieved with the Linux kernel available at the time, ver. 2.0.25. This
changed by late 1998 when the 2.2-kernel arrived. Having a structurally cleaner
and much simplified hardware interface, which allowed Mr. Mantegazza and his
team to implement the original RTAI concept.

RTAI has since its introduction been accepted on its own beside RTLinux and
gained developer support not only from a multitude of hobbyists, scientists and peo-
ple from industry, but also from the commercial real-time Linux vendor Zentropix

[17] which have adopted it and based their line of products around it. Products
include: R2D2 - the kernel level debugger, RTDesigner — a tool that will simplify
the development of real-time systems, and much more.

.2.2 esign Implementation

For the sake of clarity, RTAI is both the name of the whole projecta  the name of
their own real-time kernel. This can be somewhat confusing at first sight.

RTAI, and RTHAL, the hardware abstraction layer, relies heavily on the use
of Linux kernel modules. In fact, besides from the necessary hooks to install the
HAL in the Linux kernel, all parts of the RTOS are modular, very much similar to
RTLinux. This design makes it very easy to maintain and extend at run-time.
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RTAI

The Real-Time Application Interface, the RTAI kernel, is basically an interrupt dis-
patcher which traps the peripheral interrupts and, if necessary, reroutes them to
Linux. As mentioned above, the RTAI kernel is only one possible implementation
of an application interface, i.e. real-time kernel, which provides basic functionality
such as:

e Connection to the, HAL, for peripheral interaction.

e Scheduler functionality, task model, API compatibility with POSI , VxWorks,
pSOS, etc. , and more.

e IPC task to task, process to task, etc.

RTHAL

Compared to RTLinux, the designers of RTAI realized that not only was their HAL a
clear abstraction model, but it also proved to be very efficient in other aspects:

e It provides simple adaptation to the Linux kernel.
e Easier to keep up with the standard Linux kernel.

e Easier use of other real-time kernels.

PROGESSES (r2)
W@ e
LINUX Scheduler | Comm/IPC

HW Managment CommV/IPC | Scheduler RTAI

Interrupt Dispatcher

HW Processor Peripheras

Figure 3.2: RTAI Implementation.

2. haracteristics eatures

To implement the design mentioned above only a few lines of code need to be
patched into the existing Linux kernel. This is indeed a very small and efficient
solution leaving the rest of the RTOS as modules to be compiled, updated and
inserted later on. This makes the HAL easily portable to newer versions of Linux.
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The RTHAL, mentioned above, provides a simple, intuitive and yet powerful
interaction point for different real-time executives with the standard Linux kernel.
This approach of using a HAL is also used to provide Windows NT with second tier
vendor support for real-time applications, such as the RT by VenturCom[16].

Other features that was specifically developed for RTAI, and later on ported
to RTLinux, is rt _com a serial port driver, and Muf f, a shared memory driver for
IPC. Other significant features similar to RTLinux is RT-FIFOs, one-shot and periodic
timers, a POSI compatible API as well as SMP support and status information in
the / pr oc file system.

Another feature is the performance improvement of the high resolution timer
using the on-dye TSC Time Stamp Clock , included only in the Pentium class and
later CPUs. This is possible because it is integrated inside the CPU instead of as a
separate chip like the timer circuit originally used by RTLinux, mentioned above ,
which means it runs at the same internal speed as the CPU.

Recently two new, very interesting, functions have been added to RTAI. First,
L RT - Linu RealTime, which provides some form of real-time to ordinary Linux
processes. Similar to the approach of KURT Linux, below. Last, dynamic memory
allocation using memory pools have been added. This means that real-time tasks
no longer have to allocate all their memory prior to startup.

2. Summar

From an installation point of view the RTAI distribution, which can be retrieved
from the RTAI home page[3], was in earlier versions almost impossible to install
due to the lack of clear installation instructions and overall documentation. How-
ever, during the course of this evaluation many new versions have been released
and consequently the number of people trying to install and use it have increased.
Hence, the demand for a more accurate and complete installation tutorial increased
as well which put an end to the installation misery.

When we finally managed to get everything up and running we also had the
opportunity to try out all the test examples included, which by the way is the same
code as supplied with RTLinux. Some of which compiled and ran smoothly while
the rest of them either needed special attention, i.e. code rewrite or special Linux
devices, or simply did not work at all.

All in all, the RTAI/RTHAL seems to be an interesting and clean approach to
provide the Linux kernel with real-time extensions. However, RTAI is far from com-
plete, mature and as easy to use and install as its older sibling RTLinux.

3.3 RT

KURT is a soft real-time operating system, or “firm”, as the people behind KURT[32]
prefer to put it.

.1 ac ground Histor

The KURT ansas niversity Real-Time Linux[31] is a real-time operating system,
which was first developed in 1998 at the University of Kansas, Lawrence KS.

Originator of the project is Dr. Douglas Niehaus, head of a group of graduates
and undergraduate students working at ITTC .
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Why KURT? The development of KURT was initiated because of the need for a
real-time operating system which could support applications residing between the
hard and soft real-time extremes.

.2 esign Implementation

The Linux kernel has been modified in several ways[12] to support firm real-time
applications. The temporal resolution of the system has been increased, without
increasing the overhead of the system clock too much. KURT extends the stan-
dard kernel with three modes, rmal, se real-time and mi e real-time mode,
between which the system can be switched.

In rmal mode, the system behaves like a standard Linux system, with the ex-
ception of having microsecond resolution, which is provided by the UTIME package.
In se real-time mode, only designated real-time tasks are allowed to execute
according to an explicit schedule. The mi e real-time mode, which combines the
two former modes and allows regular Linux processes to run with real-time tasks to
the extent of what the real-time schedule allows.

This design actually allows the real-time tasks to directly access the features of
the Linux kernel =~ without using separate IPC calls to Linux processes, as RTAI and
RTLinux does.

TIME Implementation

UTIME[40], or rather 'micro-time’, is a another project developed by Team Niehaus[32].
It provides yet another way to increase the temporal resolution of the Linux kernel.
Basically the UTIME package re-programs the timer chip on demand to generate
interrupts, similar in function to the formerly mentioned high resolution timers in
the other real-time Linux projects.

The KURT patch actually builds on top of UTIME, which capabilities are used
when there are pending real-time tasks. This feature exist in the previously men-
tioned se and mi e real-time modes.

haracteristics eatures

Soft, or rm, real-time system.

Dedicated kernel modes for real-time.

Increased temporal resolution, UTIME package.

Real-time tasks can make use of the standard Linux services.

Tasks are dynamically loadable modules and therefore have direct access to
Linux kernel services.

Summar

We have not until very recently been able to successfully compile and install KURT
Linux. This is because of many things, mostly because none of the prior kernel
patches were stable enough even to compile, but also due to the lack of time on
our behalf. The first tested KURT patches were on experimental Linux kernels,
such as the 2.1.109, which are considered to be unstable pre-beta releases of the
2.2.x kernels. However, recently patches based on the stable Linux, 2.2.x, tree has
been released, which we successfully managed to install. Therefore testing and
evaluation of this RTOS is far from complete.
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If we try to give a brief summary of impressions, without basing them on any
thorough tests, we can conclude that the need for a soft, or firm, real-time system
exist. Its application in streaming media, such as motion video and sound for in-
stance, undoubtedly substantiates its existence. KURT can more easily let real-time
and non real-time processes communicate and interact, since all processes run in
the same kernel, therefore we predict a very interesting future for KURT.

3. RE Linux

A significantly different approach to enhancing the real-time capabilities of the
Linux kernel, yet keeping all the existing services, is represented by RED Linux.
Real-time and Embedded Linux, provides a solid base for hard real-time applica-
tions.

. .1 ac ground Histor

Developed at the University of California, Irvine. The intentions of its authors were
to create a flexible real-time system based on Linux on which different scheduling
algorithms could be tested.

The other two hard real-time Linux-based variants, RTAI and RTLinux, provides
real-time support by using a separate real-time executive in which standard Linux
runs as yet another low priority task. Strictly speaking those implementations are
not really Linux-based any longer since they employ IPC, shared memory and other
techniques, to access the services of the Linux kernel.

. .2 esign Implementation

To avoid the immense amount of work in making the Linux kernel fully preemptable
and reentrant, an increased number of preemption points are instead added to
the kernel code. Thus dividing the code into smaller pieces to shorten the kernel
preemption delay. This approach does not provide the same precise timing as RTAI
and RTLinux but has other, rather obvious, qualities. namely, direct access to Linux
kernel services and, like KURT, a more seamless interaction between real-time and
non real-time processes.

RED-Linux adds three new features to Linux: a high resolution timer, soft-
ware interrupt emulation, both adopted from RTLinux, and, most noticeably, a gen-
eral real-time scheduler framework[45]. A framework that supports the three most
common scheduling paradigms today, namely: the priority-driven, time-driven and
share-driven paradigm.

As well as in the case of KURT, mentioned above, real-time tasks in RED-Linux
reside in the Linux kernel. This gives them free and direct access to the features of
Linux without using slow IPC with an intermediate process residing in Linux as the
case of RTLinux and RTAL

.. haracteristics eatures

e General scheduling framework. Interesting, not only from a scientific point of
view, but also when designing application specific servers streaming media
and other real-time form of services .

e High resolution timer, adds better timing support than ordinary Linux.



17

e Extended number of preemption points. Shortens the Linux kernel blocking
during system requests.

e Real-Time tasks have direct access to Linux kernel services.

Summar

As with most of the other Linux-based RTOSs, apart from RTLinux, RED-Linux was
extremely difficult to compile and install. The installation and source documenta-
tion was also very poor. This in combination with the lack of examples shows that it
has to mature somewhat further before it can be fully compared to the other Linux
RTOSs.

Despite the fact of the above mentioned difficulties, RED-Linux is an inspiring
and scientifically interesting project, mostly because of the advanced scheduling
framework.

3. nclusi n

When we first set out to evaluate the different real-time Linux variants, described in
this report, we never anticipated the amount of time it would require. The intention
of the evaluation was to be more of a survey than a complete investigation, since it
was going to be the foundation for the choice of RTOS.

During the course of the evaluation we have been fortunate enough to observe
the evolution of these Linux-based real-time operating systems. The speed at which
some have matured and gained momentum is impressive, even when compared to
other popular open source[18] projects. In the near future many interesting things
will surface such as:

e Merging of APT’s between the major real-time Linux variants, RTAI and RTLinux.
e Compatibility modules for VxWorks, pSOS, etc.
e Soon to be released: A book on the subject called Real-time Linux Systems

by Philip Daly and others, published by O’Reilly, is said to cover pretty much
everything. For instance, complete chapters on installing RTLinux and RTAL

.1 ro lems Solutions

All variants beside RTLinux were, at the time of our tests, very young and immature.
Problems encountered includes:

e Finding out how to build the different variants,
e which standard Linux kernel version they were based on,

e requirements on the build environment, e.g. which program and library ver-
sions were included in the distribution used.

The solution to all of the above is: time, sweat and tears. However, some basic
knowledge of Linux is probably considered a prerequisite.
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.2 uture or

Considering the fact that our time for this investigation was limited we did not
spend as much time on it as we would have liked. Below are a few things we found
to be interesting topics for future studies.

e Comparing the two hard real-time variants, RTAI and RTLinux considering
the increased overhead of a HAL in RTAI versus the, perhaps, more extensive
patches to the Linux kernel in the case of RTLinux.

e Timing analysis comparing all the RTOSs under different load situations.

.. hoice of RT S

At the time of this report we chose RTLinux, because of the following reasons:

e One of the goals with the master thesis was to implement an extension to the
Earliest Deadline First, EDE scheduling algorithm. There already existed an
earlier version of the EDF scheduler for RTLinux.

e It was the easiest to install, not to mention its overall valid and clear docu-
mentation.

e It gave an impression of stability since all tested versions worked right out of
the box without any problems whatsoever.

e At the time of this report it was the only real-time Linux with support for or
planned support for different architectures. In particular the PowerPC.

e RTLinux was also the oldest real-time Linux in the game, hence relatively
mature and fairly complete for our purposes.
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Implementing Schedulers

19






Chapter 4

Introduction

This part of will discuss the subject of scheduling and an implementation of a mod-
ular scheduler in RTLinux.

The idea, when we started out, was to do a test implementation of the Slot
Shifting[8] algorithm, developed by our tutor, Dr. Gerhard Fohler. This method
schedules aperiodic tasks using the spare time left over by pre-runtime scheduled
periodic tasks under the EDF scheduling algorithm. Another idea was to look into
the practical use of well-known academic scheduling algorithms.

The first part of our thesis was concerned with investigating the different avail-
able Linux based RTOSs, including the RED-Linux approach. It provides a solid
base for implementing different scheduling polices. However, at the time, the
framework[45] implemented in RED-Linux was neither complete nor documented
enough to be used in our work.

In addition to the Linux based solutions, we investigated another interesting
RTOS, the HARTIK[4] project[44], which has a framework similar to that of RED-
Linux. It has an impressive modular structure, making it possible to implement
virtually any form of scheduling algorithm. The downside is that the API is very
extensive and therefore somewhat unsuitable for our small project. However, port-
ing the HARTIK framework to another platform would have been a very good idea
since the combination of a scientifically viable scheduling framework with a rapidly
evolving free RTOS, e.g. RTLinux, could be interesting for both industrial and sci-
entific use.

Our project grew to become a modular priority based scheduler in which dif-
ferent scheduling polices could be implemented.

The rest of this report is laid out as follows. First a brief history of scheduling
theory is given, explanation of what a scheduler does and some of the existing
paradigms. This is followed by a description of the implementation of a modular
scheduler in RTLinux. It contains the analysis of the RTLinux scheduler, the design
and implementation phases, which is concluded by the testing and verification. Last
is the conclusion and our recommendations for future work. The glossary of terms
and abbreviations together with the source code makes out the appendices at the
very end.
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Chapter 5

Scheduling Theory

The operating system in a computer has many responsibilities, the objective is to
manage the resources of the computer in an effective manner.

The very first operating systems were mainly concerned with simplifying the
development process for the system engineer. Instead of having to write the same
program over and over, the operating system would provide the necessary “simpli-
fications”, a more intuitive interface, to these mundane tasks.

As the capacity of computers increased the domain of problems addressable
by by computers also increased, which lay a heavy burden on the operating sys-
tem. To handle the available resources efficiently and still maintain an overall high
utilisation of the CPU, the operating system needs a scheduler.

N | ist r f chedulin

In the beginning, people used computers for simple jobs, where each job completed
its execution before the next one started. The operating system scheduler worked
as a simple queue, leading to a very low processor utilisation when the current job
was waiting for external events.

The general purpose operating systems that evolved used time-sliced schedul-
ing to make better use of the processor. Each job got an equal slice of the CPU time
in a cyclic fashion . Further extending this approach meant using priorities to sig-
nify the importance of each job. Commercial RTOSs today are generally equipped
with such a priority based scheduler.

The predominant paradigm, which has been used in the industry for a long
time, is table-driven scheduling. It is also often referred to as time driven scheduling
where each job starts, preempts, resumes and finishes according to a pre-calculated
schedule. It has traditionally been used in programmable logic controllers, PLCs,
and still used at a great degree, mostly due to the high level of determinism, i.e.
predictable behaviouy, it offers.

In recent years the, so called, share driven approach has been getting a lot of
attention. The main idea is to be able to guarantee a certain bandwidth, i.e. per-
centage share, of the CPU at all times. This approach is useful to enable quality of
service functionality in, for instance, multimedia and telecommunication applica-
tions.
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.2 Whatis a cheduler?

From time to time you run into these unavoidable terms in computer science that,
at first, seem so familiar. One of them is the term scheduling which is the work
done by the operating system’s scheduler.

When a single processor has to execute a set of concurrent tasks —
that is, tasks that can overlap in time — the CPU has to be assigned to
the various tasks according to a predefined criterion, calledas e li g

li y. The set of rules that, at any time, determines the order in which
tasks are executed is called as e i galg rit m. The specific opera-
tion of allocating the CPU to a task selected by the scheduling algorithm
is referred as is at i g.[5]

Tasks are traditionally categorised by their different timing properties: peri-
odic, aperiodic or sporadic; Periodic tasks are tasks with completely known tim-
ing requirements, which are activated periodically. Aperiodic tasks are external
events with unknown arrival patterns. Finally, sporadic tasks are aperiodic tasks
with the additional constraint that there is a minimum inter-arrival time between
task activations[41].

.2.1 ver da nalog

A scheduler is, in fact, a restaurant. Let hungry people represent tasks and the
restaurant the computer. The restaurant has a limited number of seats, which in
fact is the time slots where tasks execute or people eat, depending on the point
of view . It also has a chef and some cooks who make the food , the food in this
analogy is the required execution time of the tasks.

At this point we would like to make a small, however important, clarification.
The restaurant is not the scheduler, it symbolises our computer system. The sched-
uler is the poor guy working as the head waiter. His work consists of taking reserva-
tions scheduling periodic tasks , smiling at and serving those people arriving with
reservations and trying to fit in those who have no reservations aperiodics , i.e.
the drop-in customers.

Much of current research in scheduling theory deals with finding optimal so-
lutions of inserting aperiodics and sporadics into existing pre-runtime guaranteed
schedules, without violating the guaranteed execution of periodic tasks.

.3 Paradi ms

Scheduling theory today involves many different problems, for which there exist
no single optimal algorithm that can solve them all. Instead different paradigms
which try to solve problems that exhibit similar properties have emerged. Today
there are, at least, three paradigms; priority, time and share driven scheduling[45].
The taxonomy of of real-time scheduling algorithms is illustrated in figure 5.1.

. .1 riorit riven

Priority driven scheduling is implemented by assigning priorities to tasks. At any
scheduling decision time, the task with the highest priority is selected and executed.
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Real-time Scheduling

Soft Hard Firm

Time-driven Priority-driven Share-driven

Static Dynamic GPS

FPS RM EDF LLF WFQ TBS CBS

Figure 5.1: Taxonomy of Real-Time Scheduling.

The priority-based paradigm is traditionally divided into static and dynamic
priority assignment. Several policy’s exist: In static assignment there are, for in-
stance, Fixed Priority Scheduling, FPS and Rate Monotonic, RM[26]. Dynamic as-
signment include: Earliest Deadline First, EDF[26] and Least Laxity First, LLF[30].
They form the base of the most commonly used algorithms today, both in industry
and academia.

Static riority

Fixed Priority Scheduling, often just called FPS, is a static priority type of scheduling
where each task is given an, a ri ri, defined priority, usually in the form of an
integer number.

A set of tasks that is to be scheduled according to FPS can be analysed off-line
using RMA, Rate Monotonic Analysis[21]. The analysis consists of a number of
methods used to determine the feasibility of the task set. Among them one could
mention the CPU schedulability test and the response time analysis test, see, for
example, the excellent book[5] by G. Buttazzo.

RM Scheduling works similar to FPS assigning fixed priorities, according to the
rate of occurrence, i.e. the frequency, of the tasks. By using RMA the following
benefits can be gained:

e RM will give a feasible assignment of priorities, if one exists.
e May waste time, i.e. does not necessary provide an optimal schedule.

e Based on fixed duration and repetition rates, i.e. fixed worst case execution
times and frequency.

Proprietary commercial real-time operating systems today, such as Enea OSE
Systems OSE, Wind River Systems’ VxWorks, Mentor Graphics’ VRT , and others,
have fixed priority based schedulers, FPS. The free open source alternatives, e.g.,
RTLinux[28] and RTAI[3] also employ this scheme.

Below is the schedulability test for a model based on periodic non-blocking
tasks. Where each task deadline coincide with the end of the period. The test was
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provided by Liu and Layland[26] in 1973. T is the task set of n tasks, C; is the
amount of execution time in the period T; that task 1; needs.

T T1 Tn 5.1
n i 1
i T — n2n 1 5.2
27

The schedulability test cannot answer the question; “Is my task set schedula-
ble?” It can only tell if it is  t schedulable. Furthermore, it has also been shown
that the utilisation bound for RM is a lot lower than 100%. In fact, as n o the
utilisation bound approaches In2 0 693, which is about 69% CPU utilisation. So,
for the limited model presented by Liu and Layland; “If your CPU utilisation is less
than 69%, then all deadlines are met”.

However, to answer the above question as to whether or not a task set actually
is schedulable, even when the above test fails, there is another, more precise, ap-
proach. Exact analysis, represented by the response time test. The method works
accordingly. Calculate the worst case response time for each task in the task set

11 Ty by taking into account the response time of higher priority tasks. The
process is repeated in an iterative fashion for each task until two successive itera-
tions converge.

Cj 5.3

Where hp i is the set of tasks with ig er ri rity than T;. The response time
must be calculated for all tasks and be less than or equal to the deadline of the task,
i.e., R Dj. The algorithm continues

R'Y G | R Cj 5.4

until R* 1 RN, or exceeds some threshold value, e.g. Dj. This method of
calculating response times for exact analysis was developed by M. Joseph and
P Pandya[20] and first presented in 1986.

For more information, see the above mentioned book by Buttazzo, or take a
look at the example in appendix B.

Dynamic riority

An alternative to the fixed priority scheduling is dynamic priority scheduling, where
the priority is a function of time. There exist the following timal dynamic priority
algorithms:

EDF - Earliest Deadline First scheduling algorithm[26]. Priority is set at runtime
according to when a task is due to finish. The sooner the deadline end of
the period usually the higher the priority. This algorithm is optimal in the
absence of system overloads[6].

LLF - Least Laxity First. Laxity deadline now remaining_exec, i.e., laxity is de-
fined as the difference between the absolute deadline, now, and the remaining
execution time. Smallest laxity gets highest priority.
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If a task set cannot be scheduled with one of these algorithms, then it cannot
be scheduled with a y algorithm. The schedulable bound in each of these cases
is 100%. Thus, as long as total utilisation is less than 100%, then the task set is
schedulable. T is the task set, d; is the relative deadline of task 1; and T; is the period
length of task ;.

T T1 Tn 5.5
n dI

T 2.7 1 5.6

Liu and Layland showed[26] that EDF can achieve 100% CPU utilisation until
overload occurs. However, it cannot guarantee meeting deadlines for tasks with ar-
bitrary arrival patterns, e.g., aperiodic tasks. This also applies to the RM algorithm.
Solutions to the problem of scheduling aperiodic and sporadic tasks in an efficient
manner have been presented for both RM and EDE

There exist several derivatives of both Earliest Deadline First and Rate Mono-
tonic. For example, in 1995 G. Fohler presented an EDF-based algorithm called
Slot Shifting[8] similar to the RM-based Slack Stealing[34] algorithm by S. Ramos-
Thuel and J. Lehockzy from 1994. The denominator for these two is their runtime
utilisation of the spare time that often exist in off-line constructed schedules. Both
algorithms aim at better ways to handle aperiodic and sporadic tasks, since such
tasks cannot be handled effectively by neither EDF or RM.

Table 5.1: Advantages/Disadvantages of Fixed and Dynamic Priority Scheduling.

. .2 Time riven

In time driven systems the scheduling decisions when each job starts, preempts,
resumes and finishes are read from a schedule constructed off-line. This gives the
system engineer many possibilities to optimise the schedule and it also offers a high
level of determinism, since the behaviour is known at all times.

The disadvantages, however, are that the spare time occurring at runtime
cannot be utilised by other tasks. Another drawback is that the handling of online
events becomes restricted to the predictions made in the schedule. Therefore, the
time driven approach is not as flexible as priority based algorithms.
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Applications such as small embedded systems, e.g., automated process control,
and sensory applications, can be efficiently implemented in Programmable Logic
Controllers, PLCs, by using this scheduling paradigm.

.. Share riven

In contrast to the priority driven paradigm, which assumes a clear distinction be-
tween real-time and non real-time tasks in the system, the share driven approach
assigns a certain share of the CPU to each task. All tasks in the system share the
CPU according to a ratio, based on the required CPU time.

The share driven scheduling paradigm is based on the GPS, general processor
sharing, algorithm[45]. Derived works are the Total Bandwidth Server[39] and the
Constant Bandwidth Server[1].

The main idea is to be able to guarantee a certain bandwidth, i.e. percentage
share, of the CPU at all times. This approach is useful to enable quality of service
functionality in, for instance, multimedia and telecommunication applications.

When system overload occurs in a share driven system it is not possible to
guarantee the timely execution of hard real-time tasks. Furthermore, during such
overloads all tasks will be equally affected, since there is no concept of priority in
the system.

However important it is in real-time systems to  t miss deadlines. The case
of equal distribution of the overload could actually be a “good” thing. Correct
predictions in how the system reacts to overloads is less costly or more acceptable,
depending on the situation than verifying correct system behaviour at all times.

Today there are some work being done on integrating these share driven al-
gorithms with priority based schedulers to enable quality of service functionality,
which is useful in, for instance, multimedia and telecommunication applications.



Chapter 6

Scheduler Implementation

One problem within the academic community is the lack of a platform for imple-
menting and testing new scheduling algorithms and optimisations of existing ones.
Commercial RTOSs are generally not suitable, since such systems are closed source
products without the ability to easily extend upon. However, a few academically
originated RTOSs exist and are perhaps more appropriate for this purpose.

In the industry the use of fixed priority scheduling has become much of a stan-
dard. It does not provide an optimal utilisation of the CPU and it is hard to verify
that all tasks meet their deadlines. Within the academia, however, much research
is concentrated on more dynamic approaches since they can make better use of the
CPU and are generally easier to verify.

Having noticed the rapid evolvement of real-time Linux we saw an opportunity
to combine our knowledge in both Linux and real-time to make a small contribution
to these communities.

An inspiration in this effort was the paper, Plug-In Based Aperiodic Task Han-
dling for Diverse Real-Time Systems[24], which our tutor, Dr. Gerhard Fohler, had
co-authored with one of his Ph.D. students. It served as our main inspiration and
encouraged us to do some further research into modular based RTOSs.

During our research we considered different models of implementing a more
general plug-in interface for schedulers. A couple of interesting ones are the HAR-
TIK kernel[4] and the RED-Linux approach[45]. There are some small disadvan-
tages though, the kernel size and lack of useful examples in the latter and the com-
plexity and size of the framework in the former. The overall lack of documentation
is also a noticeable drawback. This will all probably change in the near future.

In real-time systems one usually need to be able to g ara tee timely execution
of specific tasks or set aside a certain bandwidth of the CPU time to a set of jobs.
To pick up on the analogy with the restaurant, given in the previous chapter, some
customers need nearly constant attention and service effectively reducing the time
the head waiter can spend on both the regular customers and casual drop-ins.

The challenge of scheduling theory is to be able to handle all these situations
and still be able to guarantee the feasibility of the system. Our approach was to
use the Slot Shifting[8] algorithm, for the handling of tasks with unknown arrival
patterns, and implementing it in real-time Linux.

One of the reasons for choosing RTLinux, was the existence of previous EDF
and RM implementations. However, they where implemented in early versions
of RTLinux, prior to version 1.0, nevertheless this made the understanding of the
standard RTLinux scheduler a lot easier.
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N | nal sis

During the analysis of the current scheduler implementation, which included dis-
secting both current and previous versions of RTLinux, and also briefly, talking to
the originator of RTLinux, Victor Yodaiken, we identified the set of files involved in
the scheduling process. The two filesare: rtl s e andrtl s e

Table 6.1: Files related to scheduling in RTLinux.

.1.1 The RTLinux Scheduler

The standard RTLinux scheduler is based on FPS and consists, basically, of three
parts.

First is the transition of tasks from the elaye e etotherea y e e, thisis of
course only applied to tasks with a release time equal to or earlier .

Secondly , find the task with the highest priority in the rea y e e — the one
supposed to run now.

Finally , we need to find the next preemption point for the scheduler, which is
needed when the scheduler runs in one-shot mode in contrast to the tradi-
tional periodic tick-based mode. This preemption point is equivalent to the
release time of a task in the delayed queue with higher priority than the cur-
rently running one.

Transition | Action
This task has the highest priority in the ready queue.
Another task with higher priority preempts the current.
Execution in this interval done, go wait for next period.
now resume timele. task wake-up.

t rea il by itself.

t rea il .

t rea il by another task.

NOUh WN =

Table 6.2: Task transitions in figure 6.1.

The one-shot mode is used because a periodic scheduler would mean more
unnecessary preemption points and therefore interrupt the flow of execution thus
reducing the amount of effective work done by the CPU. In short, the one-shot
mode works accordingly: the scheduler is programmed to wake up when the next
scheduled task is due to execute.

A periodic, or tick-based, scheduler is invoked at fixed intervals, even if it is not
necessary. The benefit of this is that you have bounded worst case interrupt latency.
The drawback is the the previously mentioned overhead. For a more comprehensive
explanation see the RTLinux Manifesto[48].
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Figure 6.1: RTLinux Task State Machine.

2 esi n

In the early stages of the implementation we agreed to keep the impact on the
original scheduler as small as possible. This would not only keep the maintenance
low without losing flexibility, but it would also effectively increase the possibility of
integrating and perhaps even importing scheduler modules from other RTOS’ such
as the HARTIK[4] and RED-Linux[42] kernels.

.2.1 RTLinux Scheduler esign

The default scheduler in RTLinux only supports FPS with no deadline monitoring
functionality or resource management, e.g. support for priority inheritance. The
task list is implemented as a singly linked list of nodes. Where each node contains
the task control block, TCB, that holds information on the current state, priority
and other task attributes.

RTLinux makes use of the modular plug-in architecture in Linux, which means
that the scheduler can be inserted and removed at runtime[33]. However, the
current scheduler in RTLinux is a very large module that includes much of the
POSI real-time functionality. The actual scheduling part is quite a small part of the
module, which mainly consists of an integrated scheduler, a policy and a dispatcher
in one function.

To handle scheduler wakeup points, a separate function, fi nd_preenptor (), is
used. It examines each TCB in the task list, by only considering those tasks in the
delayed state. The task with earliest release time a  higher priority than the one
currently executing, is the next scheduler wakeup point.

In brief, the functionality of rt| _schedul e() is:

1. Move all delayed tasks due to start, i.e., with releasetime now, to the ready
state.
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2. For those moved to the state that are periodic, update their resume
times by adding the period length.

3. Find the highest priority task in the state.

4. Find next wakeup point for the scheduler, i.e. call the find_preenptor()
function.

5. Switch out the old task, in with the new. Or, if there are no tasks in the
state, make the real-time kernel idle. Which means that the standard Linux
kernel is allowed to execute until there is a real-time task ready.

.2.2  roposed Modular esign

The foundation for our modular design proposal, lies in the existing priority based
scheduler. Since the POSI interface was integrated to such a large degree, we
decided to just extend the scheduler with the EDF and RM algorithms.

In the spirit of keeping changes small without loosing functionality we kept the
integrated scheduler/dispatcher and only removed the scheduling policy, making it
a separate RTLinux kernel module.

When extending the capacity of the scheduler we needed some new attributes,
such as release time, deadline and worst case execution time wecet , which are
necessary for the EDF and RM algorithms.

.3 m lementati n

To easily integrate the three chosen scheduling algorithms we propose a simple
model. As previously mentioned, we wanted to keep the impact on the original
code as low as possible, without affecting the intended functionality, e.g. POSI
compliance, backward compatibility, etc.

The model relies heavily on the original scheduler. However, our design effec-
tively separates the scheduling policy from the rest of the scheduler. The remaining
framework is responsible for traversing the task list, calling our scheduling policy
functions and finally, activating the dispatcher.

In this implementation we have not taken into consideration the periodic mode,
as opposed to the standard one-shot mode, in which the scheduler can run. Periodic
mode is not as efficient due to the increased preemption overhead[48].

.1  roposed Solution

In the design phase we decided to extract the scheduling policy, making it a separate
module. The previously defined scheduling attributes were put in a separate new
data structure.

These are kept in the rt|_sched_pol i cy. h file, listed in appendix E.2.

This structure contains all the necessary attributes for any priority based schedul-
ing algorithm. In the process of doing this it was necessary to alter the original
TCB, moving some attributes, which also meant adapting the methods using these
attributes.

The responsibilities of the scheduling policy at runtime include updating peri-
odic task attributes, deciding what task to execute now, and establish the consecu-
tive preemption point for the scheduler.

1. Update periodic tasks.
A method of updating the specific task attributes related to the current policy.
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2. Find next task.
What task should be dispatched for execution now?

3. Find task for next preemption.
The next task to be executed. The scheduler clock is reprogrammed with the
resume time of this task.

First , a special update function for periodic tasks was needed. Which, in the case
of EDE was used to update the absolute deadlines for new instances of tasks.
Mlustrated by the call to updat e_peri odi c¢s(), shown in appendix E.

Secondly , extracting the code which decides what task is more important than
another, e.g. determining effective priorities among tasks in the ready queue.
Represented in our model by the function t ask_conpare(t1, t2) called from
the main scheduler routine rt| _schedul e().

Lastly , extracting the section in charge of the next wake-up point for the sched-
uler. This code is very similar to the t ask_conpare() function, and is called
find_preenptor().

The EDF implementation, that can be further studied in appendix E, is a policy
implementation making use of the above mentioned primitives.

.2 ro lems ncountered

To be compatible with standard RTLinux, a couple of wrapping functions had to be
implemented. These wrappers ensure that the semantic behaviour of the original
API is preserved.

The POSI compliance is still maintained since the only standardised schedul-
ing attribute sched_priority is unchanged. The POSI API is also unchanged
because of the wrapper functions.

Due to the dynamic nature of EDF, implementing the algorithm was not a triv-
ial task. Related problems include; special update functionality for periodic tasks,
estimating task execution times during verification.

Testing  eri cation

Since the default functionality is preserved, by the wrapping functions, all the exam-
ples included in the RTLinux distribution work without any problems. The testing
was therefore mainly concerned with our extensions — the EDF and RM scheduling
policies. Since they deal with scheduling periodic tasks we could focus on verifying
the release time and order of execution in these algorithms.

The verifying process involved setting up examples of periodic task sets manu-
ally, scheduling them off-line by hand and finally comparing the runtime execution
order and the off-line results.

In the case of Rate Monotonic as well as in the re-implementation of FPS we
experienced no flaws in the expected order of execution. However, in the case of
Earliest Deadline First that was not entirely true.

The dynamic nature of EDF made it very difficult to test, since slightly lower
execution times compared to Wee, worst case, near the best case execution time,
Bca might completely alter the order in which tasks execute. Even worse, consider
the case when the execution time is a lot lower than the estimated B ... However,
after a more thorough investigation and reevaluation of our testing practices we
now feel confident in its desired functionality.
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Chapter 7

Conclusion

All in all, we cannot say we experienced any serious problems during the project.
Much because the source is freely available and support from the people who en-
gineered the system is possible through the public mailing lists. Moreover, one can
always get help and valuable ideas from the countless people all over the world
involved in the design and development of RTLinux.

Our proposed modifications should be sufficient to support any priority based
scheduling algorithm implementation in RTLinux. However, in the case it does not
completely serve the needs, extending the functionality is a minor issue.

Due to the time constraints of our thesis work, the implementation of the Slot
Shifting Algorithm was never completed. Moreover, we also decided against modi-
fying any data structures not related to scheduling, such as the task list. Although,
we do have some ideas on how to improve them, however, we have left this, as well
as the Slot Shifting implementation, as a source for future work.

.1 uture W r

Traversing linked lists is a very time consuming task. The authors have acknowl-
edged the limitations of the current implementation, where the task list is a singly-
linked list of TCB’s. It reduces the optimal number of tasks in the RTLinux system
to less than 40, or even, less than 10. For reference, consult the scheduler code in
rtl_sched. ¢ listed in appendix E.

We also have some small suggestions on how to improve system responsiveness
and increase the number of tasks in the system by shortening task lookup times.
At build time, during kernel configuration, the user should be able to define the
maximum number of tasks planned to run in the system and what data type is
preferred. The choice of data types directly affects issues such as speed, size and
overall performance.

Examples of useful data types could be: Fixed length array where each in-
dex represents a priority or priority level suited for completely known, off-line
scheduled, systems with unique priorities [23]. Binary sorted trees for all queues,
suitable for large numbers of tasks, linked list of tasks, suited for small number of
tasks.

Another approach is to also let the selected scheduling policy dictate the task
lists, e.g., for a deadline based scheduling policy the ready queue would be ordered
by decreasing deadlines.

The scheduler itself should not be concerned with the details of traversing
the data structure list, tree or array . It should only ascertain that the different
functions of the scheduler is a applied to a certain set of tasks. E.g. “Apply f
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to all tasks that are ”. “Find the task, which has the highest priority, in the
list of tasks that are ”. The chosen data type should provide the necessary
primitives for this objective.

Examples of primitives include:

e add_task to list(),

e remove_task_fromlist(),
e foreach task in_list(),
® etc.

However, to speed up the current implementation, other techniques can be ap-
plied as well, without altering the linked list representation. One could for instance
use smart lookup lists or tables for all rea y and elaye tasks. These techniques
are of course only useful to minimise search times when dealing with large sets of
tasks in the current linked list implementation.

In any case, restructuring and optimising the data structures would improve
response time and effectively reduce the overhead of the non-preemptive kernel
sections.

Moreover, the problem of resource access handling is still not entirely solved in
RTLinux. Protocols to handle the priority inversion problem does not exist at all yet
and thus complicates the task for the system designer. Issues like critical sections of
code, shared data areas and other means of synchronisation could then easily lead
to starvation and deadlocks in the system. Solutions to this have been proposed by
Terrasa and Garc a-Fornes [43] that also proposed a solution for flexible scheduling
of soft tasks in RTLinux in the same article[43] where they introduced implemen-
tations of Priority Ceiling Protocol, PCP and Ceiling Semaphore Protocol, CSPE in
RTLinux v. 1.x.

Finally, services for handling aperiodic and sporadic tasks, such as Slack Stealing[34],
Slot Shifting[8] and Dual Priority[7], should be relatively simple to implement, us-
ing our proposed extension to RTLinux.
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Appendix A

Glossary

Here follows a list of the most common acronyms and abbreviations of technological
buzz-words often mentioned within the real-time research community, as well as in
this report. Some of the definitions are acquired from the excellent book[5] on hard
real-time computing systems by Giorgio C. Buttazzo.

A riori — Beforehand. L.e. defined before runtime.
a.out — The original UNI object file format.

Aperiodic Task - The timing properties of aperiodic tasks are not known at all
before runtime, i.e. external events with unknown arrival patterns. See also
eri i and ra i task.

A T - Application Programmers Interface. De facto standard of interacting with an
operating system or similar corner stone in a system. See, for instance,

A IC - Advanced Programmable Interrupt Controller. Similar to the but used
in -based systems. The APIC is actually included in all Pentium-class
CPU’s but is disabled in hardware in the early Intel P5 models and can be
software-enabled in all P6 and later models.

COFF - Short for Common Object File Format, a binary file format used in UNI
System V and Windows.

Constraints — A set of requirements that must be satisfied. Can apply to either
tas s or sema  res. Examples can be the release time of a task where the
release time defines the actual earliest start time of the task instance within
its period. In the case of semaphores, to access a shared resource a task may
need to acquire more than one semaphore to gain exclusive access.

C - Central Processing Unit, the processor in the computer.

Deadline — The time, within an interval, at which a real-time task should have
completed its execution.

Deadlock — An error condition such that execution cannot continue because each
of two tasks is waiting for an action or response from the other.

Dynamic riority Scheduling — An alternative to where priority is defined as
a function of time. Popular algorithms include: and Least Laxity First.

EABI - Embedded Application Binary Interface format.
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EDF - Earliest Deadline First scheduling algorithm[26]. An example of a dynamic
priority based scheduling algorithm. Priority is set at runtime according to
when a task is due to finish. The sooner the deadline end of the period
usually the higher the priority. Considered to be optimal by many, but has
problems dealing with system overloads[6].

ELF - Short for Embedded Linker Format. ELF is the most common executable
format on Linux today, used by all Linux distributions. Linux can also run the
olda tformat.

Event — Usually implies occurrence of some importance and frequently one having
antecedent cause. L.e. an occurrence that requires a system reaction. See also
ime ve ttriggere systems.

Event Triggered — See ime riggere .

Feasible Schedule - A schedule in which all real-time tasks are executed within
their deadline and all other constraints, if any, are met.

FIFO - A form of . A simple queue, or pipeline, where a task or process can put
information which another process or task later can read asynchronously .

F S - Fixed Priority Scheduling: static priority type of scheduling where each task
isgiven an, a ri ri, defined priority, usually in the form of an integer number.
See also

G - GNU is Not Unix. A term used for the software produced by members of the
Free Software Foundation. Loosely connected programmers across the world
releasing their software for free use under the GPL.

G L - General Public License[9]. Open Source[18] licence designed to protect the
rights of the authors of GNU software.

Hard Task - A task which cannot fail to meet its timing requirements, i.e., its timely
execution is crucial for correct, or intended, system function. See aety rit-
i al ystem, for more information.

I C - Inter-Process Communication. The collective term used when talking about
different forms of message passing between independent processes in an op-
erating system. In real-time systems the term i also used when dealing with
inter-task communication. IPC can also serve as an effective form of synchro-
nisation between tasks.

Instance — A particular execution of a task. A single job belonging to the sequence
of jobs that characterise a periodic or an aperiodic task.

Inter-arrival Time — The time between the invocation of two consecutive instances
of a single task.

Interrupt — Similar to an eve t. Also a feature that permits the execution of a task
to be interrupted.

itter — The jitter is the difference between the maximum and the minimum dura-
tion of an action processing action, communication action , including maxi-
mum blocking and preemption time. I.e. the difference in execution time.

The difference between the maximum and minimum time, either between
task executions, interrupt response, or similar. Estimations should take both
task blocking preemption times into account ...
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ob - A computation in which the operations, in the absence of other activities, are
sequentially executed by the processor until completion.

Hard - Non-polynomial. A problem can be said to exhibit NP hard properties
when existing algorithms cannot solve the problem within a reasonable time
frame.

Open Source - Term used to signify the nature of a software license. Usually com-
pliant with the Open Source Definition[18], see for a good example.

eriod — Fixed i ter-arrival time between the invocations of two consecutive in-
stances of a task. See also ter-arrival imeand eri 1 as .

eriodic Task — Periodic tasks are tasks with completely known timing require-
ments, which are activated periodically[41].

OSI - Portable Operating System Interface for UNI . Standardised API for UNI
compatible systems. Contains specifications and for soft real-time.

pSOS - A real-time operating system, recently acquired by Wind River Systems.
reemption — See reem tive e i g.

reemptive Scheduling — An executing process, or task, can be interrupted, pre-
empted, to allow a higher priority task to execute.

rocess — See tas .
Release Time - The earliest start time for a task relative the period start.

Response Time - The time interval between the request time and the finishing
time of a job.

Resume Time - Consider periodic tasks. The resume time is the start of the tasks
next period, i.e., the subsequent task invocation time compared to the current
instance.

RM RMA - Rate-Monotonic Analysis, or Algorithm. A procedure for assigning
fixed priorities, , according to the rate of occurrence, i.e. the frequency.
The analysis phase also includes determining the feasibility of the schedule.

RTOS - Real-Time Operating System.

oS — Quality of Service. Popular term to describe guaranteed transfer rate of, for
example, streaming media over Internet.

Safety Critical System — “If incorrect operation of a system can lead to loss of life
or other catastrophes it is called a safety critical system.” [41]

Schedulable Task Set — A task set for which there exists a feasible schedule.

Schedule — An assignment of tasks to the processor, so that each task is executed
until completion.

Scheduling — An activity of the kernel that determines the order in which concur-
rent jobs are executed on a processor.

Semaphore - A flag of ownership. Semaphores guards resources and to access a
resource in a system the accessing component must own the corresponding
semaphore. ri rity versi is a problem that the use of semaphores can
cause. es rea ess rt Is, such as Priority Inheritance, Priority Ceiling
and Immediate Inheritance provide means of solving this.
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SM - Symmetric Multi-Processing. A term used for multi-processor systems where
the CPU’s have equal access times to buses and memory, thus the symmetri .

Soft task — In soft real-time missing deadlines is still undesirable but not consid-
ered to be a critical issue. The characteristics of a soft real-time tas is that it
on average manages to meet its ea li es

Sporadic task — Sporadic tasks are aperiodic tasks with the additional constraint
that there is a minimum inter-arrival time between task activations[41].

Static riority — Priorities are assigned to tasks a ri ri, these priorities are fixed
and are used by the scheduler at runtime to enforce its scheduling policy. At
any scheduling decision time, the task with the highest priority is selected and
executed.

Synchronisation — Rendez-vous, spin-locks, busy wait etc. are different forms of
synchronisation protocols between independent processes.

Shared Memory - Another form of . A shared memory area in which different
jobs can communicate by means of synchronising, e.g., semaphores, their read
& write operations to that area.

Task — A computation in which the operations are executed one at a time by the
processor. A task may consist of a sequence of identical jobs, also called in-
stances. The terms process and task are often used interchangeably, although
the term tas often signifies a real-time task whereas a r ess inherently is
used for non real-time operation.

Tick - The granularity of time in the system.

Time Triggered - In a time-triggered system, all activities are carried out at cer-
tain points in time known a ri ri. Accordingly, all nodes in time-triggered
systems have a common notion of time, based on approximately synchronised
clocks[22]. In contrast, in event-triggered systems all activities are carried out
in response to relevant eve ts external to the system.

TSC - Time Stamp Clock. Included in all Pentium-class processors, used by various
real-time Linux variants to increase the timer resolution.

RM - Rate Monotonic scheduling algorithm. Popular algorithm to establish task
priorities according to period length. The shorter the period the higher the
priority. See the excellent article[26] by C.L. Liu and J.W. Layland.

RT - Often pronounced as “Vertex”, a real-time operating system from Microtec
Research, now a subsidiary of Mentor Graphics.

x orks — Another real-time operating system, sometimes known as erte Works,
owned by Wind River Systems. Considered, by some, to be the leading real-
time operating system in the industry.



Appendix B

Examples

.1 Res nse Time nal sis in Rate n t nic

Below follows a brief example of how to perform a response time analysis test on
a set of tasks that are to be scheduled according to the Rate Monotonic scheduling
algorithm.

Three tasks exist in the system with the following properties. T is the length of
the period, D is the deadline, and C is the required execution time.

[Task | T [ D [ C| rio. |
A 52 | 52 | 12 | lowest
B 40 | 40 | 10 | medium
C 30 | 30 | 10 | highest

Table B.1: Task Set Properties.

The priorities are set according to Rate Monotonic policy, rate of occurrence —
higher frequency gives higher priority. Since task A has the lowest priority we can
begin analysing it, because if it is schedulable, the whole set is schedulable.

We start out with an initial value of Ry O to begin the iteration. This gives us
the first approximation:

R R
R% Ch 2 C 2 C C 12 B.1
Ts Tc
and the following:
12 12
RX Ch — C = C Ca Cg C 2 B.2
Ts Tc
2 2
R Ca 3 Cs L Cc Ca Cg 2Cc 42 B.3
Ts Tc
42 42
R: ChA — C — Cc Ca 268 2Cc 52 B.4
Ts Tc
R Ca 2 Cs %2 Cc Ca 2Cg 2Cc 52 B.5
Ts Tc

45



46

By the fifth iteration we have converged on a result, since
RA RR Ra 52

gives the response time of task A, which is precisely 52 matching the deadline stip-
ulations given in table B.1 above. This means that all higher priority tasks also have
finishied on time since task A otherwise would not have been allowed to execute .

Noteworthy is that blocking factors, such as delays due to message passing and
waiting for semaphores, are not included in the above calculations.



Appendix C

RTLinux Installation Manual

.1 Retrie in and n ac in the urce

In this section a brief introduction on how to retrieve, configure, compile and install
the Linux kernel is given. There is also a run through of how to patch the kernel
with the RTLinux kernel patch.

Installing the kernel and configuring the boot-time options is mostly the same
on all Linux distributions, like RedHat, Debian and Slackware including their
derivatives . Here a RedHat based distribution is assumed, probably more to come
later.

This version of the installation manual assumes the RedHat GNU/Linux distri-
bution during section C.3

If you already know how to retrieve the latest kernels and patches you can skip
ahead to section C.1.5

For a more complete run-through on how to compile and install the standard
Linux kernel the Kernel-HOW-TO [46], which usually resides in / usr/ doc/ HOMQ',
is the recommended source of information.

1.1 eta lean Linux

http://ww. kernel .org/mrrors/

ftp://ftp.rtlinux.com rtlinux/



fusr/src/

['inux/
[inux-2.2.12/
[user@nminux.org user]$ Is -1d /usr/src/linux
[user@vmlinux.org user]$ su
Password:
[root@vmlinux.org user]# cd /usr/src
[root@vmlinux.org src]# mv linux linux-‘uname -r‘
lusr/src/
lopt/rtl/

lopt/

[root@minux.org src]# nkdir /opt/rtl

[root@mlinux.org src]# chnod a+rw /opt/rtl

chown

[root@vmlinux.org src]# exit
[user@vmlinux.org user]$

[ hone/ user/downl oad/rtl/rtlinux-2.2.tgz

[user@vmlinux.org user]$ cd /opt/rtl
[rtl@vmlinux.org rtl]$ tar xvzf /home/user/download/rtl/rtlinux-2.2.tgz




LR R R EEEEREEEEEEEEEEESEE] |NSTALL LR R EEEEEEEEEEEEEEEEEEEEEREEEER]

1. put a fresh copy of Linux in this directory under the nane
I'i nux.

2. cd |inux
patch -pl < ../kernel _patch

EEEEE RS S S S SRR EEE ST EE RS S S E SRS R R RS S SRS SRR EEEEEEEEEEEEEEEES

[ home/ user / downl oad/ | i nux/ i nux- 2.
2.14. tar.gz

[rti@vmlinux.org rtl]$ cd rtlinux-2.2
[rti@vmlinux.org rtlinux-2.2]$ tar xvzf /home/user/download/linux/linux-2.2.14.tar.gz

[rti@vmlinux.org rtlinux-2.2]$ cd linux
[rti@vmlinux.org linux]$ patch -p1 < ../kernel_patch

[rtl@minux.org linux]$ patch -pl < ../kernel _patch




find ['inux/
[rtl@minux.org linux]$ find ./ -name *.rej

Jarch/i386/kernellirg.c.rej

[rti@vmlinux.org linux]$ cd ..
[rti@vmlinux.org rtlinux-2.2]$ rm -rf linux
[rtl@vmlinux.org rtlinux-2.2]$ tar xvzf /home/user/download/linux/linux-2.2.14.tar.gz

[rtl@minux.org linux]$ /shin/lsnod

config
config, menuconfig and xconfig

[rtl@vmlinux.org linux]$ cd /opt/rtl/rtlinux-2.2/linux
[rtl@vmlinux.org linux]$ make menuconfig



Code maturity level options ---> yes

Processor type and features --->
(PPro/ 6x86MX) Processor famly ... or whatever you have

[*] Symretric multi-processing support
[*] Hard realtime support

Loadabl e modul e support --->
[*] Enable | oadable nodul e support
[ ] Set version information on all symbols for modul es
[ T Kernel nodul e | oader

CGeneral setup ---> accept defaults

Plug and Play support ---> accept defaults

Plug and Play support ---> accept defaults

Net wor ki ng options ---> accept defaults

SCSI support ---> accept defaults

Networ k device support ---> ... here we wanted a 3c59x
Et hernet (10 or 100Mbit) --->

[*] 3COM cards
<M> 3¢590/3¢900 series (592/595/597) "Vortex/Boonerang" support.

Kernel hacki ng - ... this may come in handy
[*] Magic SysRq key

['i nux/ Docunent ati on/sysrq
t xt

[rl@vmlinux.org linux]$ make dep clean bzimage

Symbol . map

[root@nlinux.org linux]# make nodul es



[rti@vmlinux.org linux]$ su
Password:
[root@vmlinux.org linux]#

[root@nmlinux.org linux]# make nodul es_install

[root@minux.org linux]# Is -1 /1ib/modul es/2.2.14-RTL2.2

[root@minux.org linux]# I's -1 /lib/nodul es/2.2.14-RTL2. 2/ net/

Synbol . map

/ boot /

[root@vmlinux.org linux]# cp arch/i386/boot/bzimage /boot/rtlinuz-2.2
[root@vmlinux.org linux]# In -sf /boot/rtlinuz-2.2 /boot/rtlinuz

letc/lilo.conf

[root@vmlinux.org linux]# man lilo.conf
[root@vmlinux.org linux]# vi /etc/lilo.conf

boot =/ dev/ hda ... | have Lilo in the MBR
map=/ boot / map



i nstal | =/ boot/boot. b
pronpt
ti meout =50
First imge == default.

i mage=/ boot/rtlinuz ... The RTLi nux kernel.

| abel =rt!linux

root =/ dev/ hdal

append="nenr128M

read-only

i mage=/ boot/vnl i nuz
| abel =I'i nux
root =/ dev/ hdal
append="nen=128M
read-only

|'ilo.conf

[root@minux.org linux]# /shin/lilo

[root@vmlinux.org linux]# reboot

Synbol . map

/ boot /

[root@vmlinux.org root}# cd /opt/rtl/rtlinux-2.2/linux
[root@vmlinux.org linux]# cp Symbol.map /boot/Symbol.map-‘uname -r‘
[root@vmlinux.org linux]# reboot



lusr/src/linux

[root@vmlinux.org user]# In -s /opt/rtl/rtlinux-2.2/linux /usr/src/linux

[usr/include [usr/
i ncl ude/ asm [usr/include/linux

[user@vmlinux.org user]$ cd /opt/rtl/rtlinux-2.2/rtl
[rtl@vmlinux.org rtl]$ make all

[rtl@minux.org rtl]$ su

[root@nmlinux.org rtl]# nake install

[root@vmlinux.org rtl]# ./insrtl




‘make && make test’

[root@minux.org rtl]# cd exanpl es/frank
[root @nmlinux.org frank]# make
[root@nminux.org frank]# make test

[root@vmlinux.org frank]# cd examples/fp
[root@vmlinux.org rtl]# make all
[root@vmlinux.org rtl]# cp rt_process.o fp_tasks.o

[root@minux.org fp]# make test



[root@nminux.org fp]# | snod

[root@vmlinux.org fp]# rmmod fp_tasks

make test

[root@minux.org fp]# cd ../hello
[root @nlinux.org hello]# make
[root @ninux.org hello]# make test

monitor.c make test

rt_process.c



[root@vmlinux.org hello]# cd ../measurements
[root@vmlinux.org measurements]# make
[root@vmlinux.org measurements]# make test
"C

rt_process.c

[root@vmlinux.org measurements]# insmod rt_process.o minimize_jitter=1

default 1000000

default O

default 25000

#!/bin/sh

monitor > mout &
sl eep(25)

.Ihistplot mout mres
cat mres






Appendix D

Cross Compiler - mini-HOWTO




ftp://ftp.gnu.org/ gnu/ binutils/

ftp://ftp.gnu.org/ gnu/glibc/

ftp://sourceware. cygnus. conl pub/ newl i b/

ftp://ftp.gnu.org/ gnu/ gcc/

http://ww. endebi an. or g

http:// wwv. debi an. or g

http://metal ab. unc. edu/ pub/ Li nux/ M RRORS. ht m
tar xvzf filenane.tar.gz

$ rpnRcpio /vol /cd2/ SRPVS/ fil ename. src.rpm | \
cpio --extract --nmake-directories

apt - get
[ etc/apt/sources.|ist
apt (8)

$ apt-get source gcc glibc binutils



$ ./configure --prefix=/usr/local --target=sparc-I|inux

$ ./configure --prefix=/usr/local --target=powerpc-eabi

[usr/local/
make
make install
[usr/local/bin

# |'s lusr/local/bin/sparc-Iinux-*

sparc- i nux- addr 2| i ne* sparc-|inux-ar*
sparc-1|inux- as* sparc-linux-c++filt*
spar c- | i nux- gasp* sparc-|inux-1d*
sparc- | i nux- nn¥ spar c- | i nux- obj copy*
spar c- | i nux- obj dunp* sparc-linux-ranlib*
sparc-1linux-size* sparc-linux-strings*

sparc-linux-strip*
[usr/1ocal/sparc-1inux

# 1s -F [usr/local/sparc-linux/
bin/ lib/

[usr/1ocal/sparc-1inux [ usr/1ocal / power pc-eab

# cp -a usr/include /usr/local/sparc-Iinux



# cp -a fusr/src/linux/include/linux \
fusr/local/sparc-linux/include/linux

# cp -a fusr/src/linux/include/asmsparc \
[usr/local/sparc-linux/include/asm

# cp -alib/* [usr/local/sparc-linux/lib
# cp -a usr/lib/* [usr/local/sparc-linux/lib

# cd /usr/local/sparc-linux/lib

#1s -1 | grep "../../1ib" | sed "s|../..[1ib/|]" | \
ank "{ print "In -sf", $11, $9 }' | tee fixit
# sh fixit
#rmfixit
|'ibc.so

fusr/lib/libc.so

[* GNU Id script
Use the shared library, but sonme functions are only in
the static library, so try that secondarily. */
GROUP ( /usr/local/sparc-linux/lib/libc.so.6
lusr/local/sparc-linux/lib/libc_nonshared.a )

-with-newib
- Wi t h- cpu=CPU
.Iconfigure -help

$ ./configure --prefix=/usr/local --target=sparc-linux \
--with-gnu-1d --with-gnu-as

configure.in



$ ./configure --prefix=/usr/local --target=powerpc-eabi \
--with-gnu-1d --with-gnu-as --with-newib --wth-cpu=750

fusr/local/
make
make instal
ftp://ftp.gnu.

org/gnu/hello-1.3.tar.gz
# sparc-linux-gcc -0 hello hello.c
# file hello
hel lo: ELF 32-bit MSB executable, SPARC, version 1
#
# ./hello
hell o worl d!
#

lusr/1ocal /sparc-1inux/
[include|lib]

# alias smake="make ARCH=sparc CROSS_COWPI LE=sparc-|i nux-

# smake config
[ ... answer all the questions here ... ]
# smake clean dep vminux modul es






Appendix E

Source Code

rtl _thread rtl _schedul e
rtl_sched_param rtl1_sched_policy.h
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("M chael Barabanov, Victor Yodai ken <http://www. fsm abs. conf>");
("Real - Ti me Li nux Scheduling Policy Mdul e");
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("Fixed Priority Schedul er Loaded (http://ww.fsn abs.conf)\n");




- - - -

HHHHHHE H* H* H* HHEHHFHH






(0);

("Danne & Jocke <rtl @nlinux.org>");
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